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NVIDIA L40S GPU on AceCloud

Unparalleled Al and Graphics Performance for the Data Center

The NVIDIA L40S GPU is built to power the next generation of
enterprise Al and graphics workloads. From generative Al and LLM
inference to 3D rendering, video streaming, and digital twins, the

L40S delivers universal acceleration for the modern data center. GPU Architecture NVIDIA Ada Lovelace
- . Architecture
With its Ada Lovelace architecture and powerful Tensor Cores, the
L40S is optimized for high-performance inference, small-model GPU Memory 48 GB GDDR6 with ECC
training, and advanced graphics applications. Enterprises can deploy Memory Bandwidth 864 GB/s
it on AceCloud's secure, scalable infrastructure to unlock end-to-end
. ! . . Interconnect PCle Gen4 x16: 64 GB/s
acceleration across Al and visual computing. Interface o
bidirectional
CUDA® Cores (Ada 18,176
: Lovel
Accelerate Next-Generation Workloads ovelace)
. Third-Generation 142
* Generative Al RT Cores
¢ LLM inference Fourth-Generation 568
" . . Tensor Cores
¢ LLM fine-tuning and small-model training
. - . RT Core 209 TFLOPS
° NVIDIA Omnlverse Ehterprlse Performance
* Rendering and 3D graphics FP32 Performance 91.6 TFLOPS
+ Streaming and video content TF32 Tensor Core 183/ 366 TFLOPS*
Performance
BFLOAT16 Tensor 362.05 /733 TFLOPS*
Why Choose L40S on AceCloud? Core Performance
FP16 Tensor Core 362.05/733 TFLOPS*
« Universal GPU for both Al and graphics Performance
workloads FP8 Tensor Core 733 /1,466 TFLOPS*
Performance
o Optimized for Generative Al & LLMs Peak INTS Tensor 733/1,466 TOPS*
. Perf
« Scalable in the data center or edge erformance
Peak INT4 Tensor 733 /1,466 TOPS*

Enterprise-ready with 99.99% uptime

SLA

Performance

Form Factor
Display Ports

Max Power
Consumption

Power Connector
Thermal

Virtual GPU (VGPU)
Software Support

vGPU Profiles
Supported

4.4" (H) x 10.5" (L), dual slot
4x DisplayPort 1.4a

350W
16-pin
Passive

Yes

Refer to NVIDIA vGPU
Licensing Guide
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Image Generation NVENC / NVDEC
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s > Secure Boot with Yes
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£ 0 o 77 NVIDIA® NVLink® No
SD SD SDXL Llama Llama Llama Support
(512x512) (1024x1024) (1024x1024) 2-78B 2-13B 2-70B * With sparsity

Measured performance; NVIDIA L40S
Stable Diffusion v2.1, TRT 8.6.1, BS:1, FP16 |
Stable Diffusion XL 1.0, TRT 8.6.1, BS:1, FP16

Measured performance; NVIDIA L40S
Llama 2-7B/13B/70B, ISL=2048, OSL=128,

BS=1:FP8.

Powered by the NVIDIA Ada Lovelace Architecture

Fourth-Generation Tensor Cores

NVIDIA's fourth-generation Tensor
Cores deliver structural sparsity and
optimized TF32 precision, offering
out-of-the-box performance gains for
Al and data science workloads. They
also power advanced features like
DLSS, which uses Al to upscale
resolution and deliver smoother
graphics performance across select
applications.

Data Center Ready

Third-Generation RT Cores

Ada Lovelace introduces third-
generation RT Cores with enhanced
throughput and concurrent ray-tracing
+ shading capabilities, driving
significant improvements in ray-traced
rendering. This enables faster, more
realistic workflows for product design,
architecture, and engineering.
Hardware-accelerated motion blur and
real-time animation support further
push lifelike design and visualization.

The NVIDIA L40S GPU is engineered for 24/7 enterprise data center operations,
ensuring maximum performance, durability, and uptime. Designed, built, and tested
by NVIDIA, the L40S meets the latest data center standards and is Network
Equipment-Building System (NEBS) Level 3 ready.

With secure boot and root-of-trust technology, the L40S adds an extra layer of
security for sensitive enterprise environments, making it ideal for mission-critical Al,
graphics, and visualization workloads deployed on AceCloud's infrastructure.

NVIDIA L40S GPUs now on AceCloud!

@ Generative Al & LLM
acceleration

@ \GPU-ready for
enterprise workloads

@ Optimized for 3D
rendering & graphics

@ 99.99% uptime SLA

Scanto
launch your
L40S VM >

Start with L40S now (J E

Transformer Engine

At the heart of Ada Lovelace lies the
Transformer Engine, designed to
supercharge Al performance. By
dynamically switching between FP8
and FP16 precision, it optimizes
memory utilization while accelerating
both training and inference. This
makes it especially powerful for
transformer-based neural networks,
enabling faster training cycles and
more efficient large-scale Al
deployments.
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