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NVIDIA L4 Tensor Core GPU on AceCloud

The breakthrough universal accelerator for efficient video, Al, and graphics. 2%

The Universal Accelerator for Al, Video, and
Graphics

The NVIDIA L4 Tensor Core GPU, powered by the Ada Lovelace
architecture, is designed to deliver breakthrough acceleration with
maximum energy efficiency. Available on AceCloud's enterprise-
grade infrastructure, the L4 is optimized for Al inference, video
processing, graphics, and virtual desktops—making it the most
versatile GPU for both data centers and edge deployments.

With up to 120X faster Al video performance over CPUs, 2.5X
higher generative Al throughput compared to the previous
generation, and over 4X higher graphics performance, AceCloud
customers can unlock the full potential of modern workloads while
significantly reducing cost and energy usage

Use Cases

» Generative Al & LLM Inference

» Video Transcoding & Streaming

e AR/VR and Immersive Graphics

 Cloud Gaming & Omniverse Workflows
Virtual Workstations (CAD, CAM, Simulation)

Contact Center & Al Avatar Applications

FP32 Performance 30.3 TFLOPS

TF32 Tensor Core 120 TFLOPS*

FP16 Tensor Core 242 TFLOPS*

BFLOAT16 Tensor 242 TELOPS*

Core

FP8 Tensor Core 485 TFLOPS*

INT8 Tensor Core 485 TOPS*

GPU Memory 24 GB GDDR6

Memory Bandwidth 300 GB/s

Encoders / 2x NVENC, 4x NVDEC, 4x

Decoders JPEG

Max Thermal 72W

Design Power (TDP)

Form Factor 1-slot, low-profile, PCle Gen4
x16

Server Options AceCloud & NVIDIA-Certified

systems (1-8 GPUs)

* With sparsity enabled.

Key Highlights

» 120X Al Video Performance Boost
compared to CPU-only solutions

o 2.5X Faster Generative Al vs. NVIDIA T4

o Over 4X Higher Graphics Performance
with DLSS 3

« Single-slot, low-profile design ideal for
scale and edge deployments

» Enterprise-ready with secure boot and
root-of-trust support
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Up to 120X Higher Al Video Performance
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L4 Al Video Performance

Measured performance: 8x L4 vs 2S Intel 8362 CPU server
comparison, end-to-end video pipeline with CV-CUDA® decode,
preprocessing, inference (SegFormer), postprocessing, encode,
NVIDIA® TensorRT™ 8.6 vs CPU-only pipeline using OpenCV 4.7,
PyTorch inference.

Over 4X Higher Real-Time
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2.5X Higher Generative Al Performance
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L4 Generative Al Performance

Measured performance: L4 vs T4 image generation, 512x512
stable diffusion v2.1, FP16, TensorRT 8.5.2.
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L4 Visual Computing Performance

Measured performance:

Real-time rendering: NVIDIA Omniverse™ performance for real-time rendering at 1080p and 4K with NVIDIA Deep Learning Super

Sampling (DLSS) 3.

Ray tracing: Gaming performance geomean for AAA titles supporting ray tracing and DLSS 3.
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Explore NVIDIA Ada Lovelace Architecture Breakthroughs

Third-Generation RT Cores

NVIDIA pioneered real-time ray tracing
with RT Cores—specialized
processors that handle the heavy
demands of ray-traced rendering.
With Ada Lovelace’s third-generation
RT Cores, performance doubles in ray-
triangle intersection throughput.
Combined with Shader Execution
Reordering (SER), L4 GPUs deliver
over 3X faster performance,
unlocking richer virtual worlds, realistic
neural graphics, and enhanced cloud
gaming experiences.

Virtualization-Ready

L4 GPUs enhance virtualized
environments with next-gen NVIDIA
vGPU software and 1.5X more GPU
memory than earlier models. This
results in a 1.7X boost for design and
visualization workflows powered by
RTX Virtual Workstation (VWS), while
also accelerating everyday
productivity applications via NVIDIA
Virtual PC (vPC). Ideal for enterprises
scaling secure remote work or creative
workflows on AceCloud infrastructure.

Launch NVIDIA L4 GPUs on AceCloud Today

° Instant Al & video ° AV1-powered, 1,000+

acceleration streams

° VGPU-ready for
enterprises

@ 99.99% uptime SLA

Fourth-Generation Tensor Cores

Designed to accelerate the latest Al
workloads, Ada Lovelace Tensor
Cores bring up to 4X higher inference
performance over the previous
generation. With support for FP8
precision and structured sparsity, they
dramatically boost throughput while
reducing memory load. From
intelligent chatbots to generative Al,
NLP, and computer vision, these
Tensor Cores power the most
demanding applications with
efficiency and speed.

Advanced Video & Vision

Al Acceleration

With a fully optimized AV1 stack,
NVIDIA L4 enables next-level video
and vision Al acceleration. Four video
decoders, two encoders, and AV1
support let a single server handle over
1,000 concurrent video streams,
achieving 120X better Al video
pipeline performance than CPUs.
Combined with four JPEG decoders,
the L4 is built for real-time video
conferencing, transcoding, AR/VR,
streaming, and vision Al workloads.

Scanto
launch your
L4VM >

Deep Learning Super Sampling (DLSS)

DLSS 3 is NVIDIA's revolutionary
advancement in Al-driven graphics.
Powered by the new Tensor Cores and
Optical Flow Accelerator (OFA), DLSS
3 generates additional high-quality
frames using Al, significantly
increasing rendering performance.
This allows AceCloud users to push
visual workloads further—whether in
gaming, 3D visualization, or real-time
design—without compromising
quality.

Data Center Efficiency & Security

Built for 24/7 enterprise operations,
NVIDIA L4 combines energy efficiency
with enterprise-class security. With
secure boot and root-of-trust
technology, L4 GPUs deliver trusted
performance in sensitive data
environments. Extensively tested and
certified with AceCloud's enterprise-
grade systems, the L4 provides
unmatched durability, efficiency, and
protection for modern data centers.
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