
AI Inference and Compute Performance for 
Enterprise Workloads

Enterprise-Class AI & HPC Compute for Cloud and Data Centers
NVIDIA A30 TENSOR CORE GPU

The NVIDIA A30 Tensor Core GPU combines high throughput with 
flexible precision support, making it ideal for AI inference, retraining, 
and HPC tasks. It supports FP64, TF32, BFLOAT16, FP16, INT8, and 
INT4 enabling a wide range of applications on a single accelerator. 


With up to 
, and , A30 delivers strong 

performance across diverse workloads within a compact 
. 


Its architecture ensures predictable, isolated performance for multi-
tenant environments, while enabling seamless scaling in data center 
deployments. 


The A30 fits into NVIDIA’s full-stack ecosystem, designed for real-
world AI and HPC production at scale. 

933 GB/s memory bandwidth, third-generation Tensor 
Cores Multi-Instance GPU (MIG)

165W 
power envelope

SYSTEM SPECIFICATIONS

Peak FP64 5.2 TF 

Peak FP64 Tensor 
Core 

10.3 TF 

Peak FP32 10.3 TF

TF32 Tensor Core  82 TF | 165 TF* 

BFLOAT16 Tensor 
Core

165 TF | 330 TF*

Peak FP16 Tensor 
Core 

165 TF | 330 TF*

Peak INT4 Tensor 
Core 

661 TOPS | 1321 TOPS* 

- 1 Optical Flow Accelerator 
(OFA)   
- 1 JPEG Decoder (NVJPEG)   
- 4 Video Decoders (NVDEC) 

Media engines

GPU Memory 24GB HBM2

* With sparsity  
** NVLink Bridge for up to two GPUs

GPU Memory 
Bandwidth 

933GB/s

Interconnect - PCIe Gen4 x16   
- Third-gen NVIDIA® 
NVLINK® (200GB/s)**

Form Factor  2-slot, full height, full length 
(FHFL) 

Max Thermal 
Design Power (TDP)

165W 

Multi-Instance GPU 
(MIG) 

- 4 MIGs @ 6GB each   
- 2 MIGs @ 12GB each   
- 1 MIG @ 24GB 

Virtual GPU (vGPU) 
Software Support 

- NVIDIA AI Enterprise   
- NVIDIA Virtual Compute 
Server

Peak INT8 Tensor 
Core 

330 TOPS | 661 TOPS* 
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Groundbreaking Innovations

Ampere Architecture Third-Generation Tensor Cores Next-Gen NVLink 
Built to support diverse workloads 
from edge AI tasks to large-scale 
multi-node deployments through 
architectural flexibility and efficiency.

Achieve up to 165 TFLOPS (TF32) and 
over 5x training throughput vs. 
previous-gen T4. Delivers 10.3 TFLOPS 
(FP64) for HPC applications.

Delivers 2X the bandwidth of the 
previous generation. Two A30 GPUs 
can be bridged via NVLink to scale up 
deep learning performance to 330 
TFLOPS.

Multi-Instance GPU (MIG)  HBM2 Memory Structural Sparsity 
Partition a single A30 into up to four 
isolated GPU instances each with 
dedicated memory, cache, and cores 
for workload efficiency and resource 
control.

Up to 24GB of high-bandwidth 
memory, delivering 933GB/s 
throughput to support high-speed 
data pipelines in AI, ML, and HPC. 

Automatically skips zero values in AI 
models, doubling throughput for 
sparse networks without 
compromising accuracy. Ideal for real-
time inference. 



Deploy A30 GPUs on AceCloud Today

Multi-Instance 
GPU(MIG) ready

Instant provisioning 

99.99% uptime SLAOptimized for AI, ML & 
Deep Learning workloads
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Scan to 
launch your 
A30 VM →

Start with A30 now

The End-to-End Solution for Enterprises 
A30 is optimized for enterprise-grade AI and HPC environments. It supports over 2,000 AI frameworks and workloads, making it 
a versatile solution for deep learning, data analytics, and high-performance computing. 


With integrated MIG and virtualization support, A30 is ideal for shared environments and hybrid cloud deployments. It’s certified 
to run on virtual infrastructure platforms like VMware vSphere, enabling secure multi-tenant GPU performance across edge, 
data center, and cloud. 

https://acecloud.ai/
https://acecloud.ai/cloud/gpu/nvidia-a30/

